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Abstract—One typical remote consultation envisioned for in-
home telerehabilitation involves having the patient exercise on a
stationary bike. Making sure that the patient is breathing well
while pedaling is of primary concern for the remote clinician. One
key requirement for in-home telerehabilitation is to make the sys-
tem as simple as possible for the patients, avoiding, for instance, to
have them wear sensors and devices. This paper presents a contact-
free respiration rate monitoring system measuring temperature
variations between inspired and expired air in the mouth–nose
region using thermal imaging. The thermal camera is installed
on a pan–tilt unit and coupled to a tracking algorithm, allowing
the system to keep track of the mouth–nose region as the patient
exercises. Results demonstrate that the system works in real time
even when the patient moves or rotates its head while exercising.
Recommendations are also made to minimize limitations of the
system, such as the presence of people in the background or when
the patient is talking, for its eventual use in in-home telerehabili-
tation sessions.

Index Terms—Contact-free measurement, respiration rate (RR)
monitoring, telerehabilitation, thermal imaging, video tracking.

I. INTRODUCTION

T ELEHEALTH is defined as the use of information and
communication technologies to extend health care service

delivery across a distance. Possible applications can address
five health care processes: monitoring, diagnosis, triage, pro-
cedure, and consultation [1]. Remote consultations consist of
using e-visits (i.e., non-real-time digital consultations) or video
(for live exchanges) to emulate face-to-face assessments usually
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done by having either the patient go to the clinic or the clinician
go to see the patient at home [1].

Telerehabilitation is one type of possible remote consulta-
tions that allows patients to be treated at home via the Internet
while the clinician is at a clinic [26]. For instance, a telereha-
bilitation session may involve having the patient exercise on
a stationary bike [9]. As the patient exercises, an important
parameter to measure is the respiration rate (RR), particularly
if the patient suffers from a pulmonary condition. RR is mea-
sured in number of breaths per minute (BPM), where a breath
corresponds to both phases of inspiration and expiration. RR
normally lies between 12 and 16 BPM at rest for an adult [15].

RR monitoring methods can either be contact or contact free
[3]. Respiration belt [17], electrocardiogram [22], and nasal
thermistor [29] are examples of contact methods. They usually
require to be installed and calibrated by qualified or accustomed
personnel and may limit motion (e.g., wiring and size) as the
patient exercises. In addition, contact RR monitoring makes the
person aware that the RR is being monitored, which can bias the
measures [8]. Contact-free RR methods involve measuring tho-
rax expansion and contraction using conventional RGB images
[4], [23], proximity sensors [18], [28], or temperature variations
generated by the air flow, which gets in and out of the mouth and
nose. RGB image processing approaches are, however, limited
by illumination conditions, head pose, and the recommended
sampling rate (≥250 Hz) for heart rate variability analysis
used to derive RR [23]. Proximity sensors can provide high-
resolution measures (less than 1 mm), but the patient must
wear tight clothing and remain still. Thermal imaging makes
it possible to visualize the infrared radiation of the body, and
thus variations of heat emissions. The temperature variations
in the mouth–nose region are caused by the thermal difference
between inspired and expired air: inspired air temperature is
approximately room temperature, whereas expired air tempera-
ture is closer to the human body temperature. Therefore, for RR
monitoring during bike exercising, thermal measurement may
be the most appropriate method, as long as the system can keep
track of the person moving while exercising.

To explore this idea, this paper presents a pan–tilt thermal
camera system, mounted on a tripod placed in front of a
stationary bike, capable of tracking in real time the person’s
mouth and nose regions for RR monitoring while exercising.
This paper is organized as follows. Section II gives an overview
of RR monitoring using thermal cameras. Section III explains
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the designed system. Section IV describes the system imple-
mentation and the experimental settings. Section V presents RR
monitoring performances over 14 subjects in various conditions
(remaining still, pedaling, pedaling with other thermal sources
in the background, pedaling while talking) to outline the capa-
bilities of the system.

II. RELATED WORK

Thermal imaging has been used for RR monitoring by mea-
suring temperature variations (between 29.2 ◦C and 30.1 ◦C)
of facial features over time [13], [33], [34]. Facial features
that can be extracted using thermal imaging are the periorbital
region (the two areas between the bridge of the nose and
the inner corner of each eye), the region between the bridge
and the apex of the nose, and the nostrils [34]. Temperature
variations are particularly visible in these regions with a thermal
camera. Different processing techniques to monitor RR can be
then used, such as binary algorithm [13] and histogram cost
algorithm [13] (validated with immobile subjects for use in
urban search and rescue) and robust harmonic analysis [33].
RR monitoring is done by measuring thermal variations through
the nostrils and the region below the nose [34]. Another ap-
proach uses the temperature of the airflow expired from the
mouth and nose looking at the head profile of an immobile
and seated person [19]. The temperature difference attenuates
rapidly; thus, it is necessary to apply operations such as Otsu’s
adaptive thresholding, differential infrared thermograph, and
image opening, to enhance respiration airflow visualization.

RR monitoring using thermal imaging of a person doing
stationary bike exercise requires an approach robust to head
movement while pedaling, as well as to different facial charac-
teristics (e.g., glasses, facial hair, and facial jewelry). The main
difficulty is to keep track of facial features over time, as people
move on the bike. Two tracking methods have been tested
for RR monitoring: a mean shift localization-based particle
filtering method [34] tracking the periorbits and nasal apex,
which requires important computational resources and needs
to be geometrically constrained, and a method based on the
segmentation of the subject’s face from the background and
assuming that the nose is located at its center [2]. This method
works only for small head rotations with the mouth closed
and was tested only with a seated person [2]. Therefore, to
our knowledge, no approach using thermal images has been
reported to work in the intended conditions of our application,
i.e., with a person practicing stationary bike or another physical
activity.

III. RR MONITORING USING A PAN–TILT

THERMAL CAMERA

Fig. 1 illustrates our system, which uses three modules:
Image Acquisition, Region-of-Interest (ROI) Tracking, and RR
Monitoring. The Image Acquisition module provides images
from a thermal camera to ROI Tracking and RR Monitoring
modules at a configurable rate. The principal function of the
ROI Tracking module is to find the ROI in the current thermal
image by providing a bounding box (BB). A BB consists of

Fig. 1. System architecture.

Fig. 2. ROI Tracking submodules.

the coordinates (x, y) and the size (width w, height h) of the
ROI. The BB coordinates are used to compute a pan p and a tilt
t angle for the camera pan–tilt controller from a 3-D position
(x, y, and z), keeping the ROI at the center of the image. RR
Monitoring crops the image to only keep the ROI and com-
putes RR.

A. ROI Tracking

The main challenges in ROI tracking is to distinguish the ROI
from the background, to adapt to changes in the appearance of
the ROI as it moves, to deal with the model update dilemma
(i.e., how many models of the ROI to keep in memory in
order to adapt to changes in the environment), to recover from
occlusion, and to avoid loosing the ROI from the field of view,
all in real time.

To improve RR monitoring by actively tracking the mouth–
nose region, tracking algorithms processing visible spectrum
images [32] in grayscale, such as the tracking, learning, and
detection (TLD) predator algorithm [12], can be adapted to
work with thermal spectrum images. TLD is a video tracking
algorithm for user-specified ROI, using a minimum set of
features. The ROI required for our system is the mouth–nose
region. The mouth–nose region is directly selected to avoid
having to estimate its position if the entire face was the ROI.
Once an ROI has been initialized, TLD provides the BB coor-
dinates and size for each image frame received from the thermal
camera. Fig. 2 illustrates how TLD is integrated in the ROI
Tracking module to track the mouth–nose region of a person,
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Fig. 3. Tracking of the mouth–nose region with significant head movements. BB correspond to the blue rectangles.

for RR monitoring. Unlike other methods based on detection
tracking [21], TLD uses a Detector module trained with models
derived from ROI images taken as the Tracker tracks the ROI.
Moreover, the Tracker and the Detector modules are decoupled,
improving robustness during occlusion or when loosing the ROI
from the field of view. If the ROI is lost by the Tracker, the
Detector attempts to reinitialize the Tracker by providing a BB.
Fig. 3 shows ROI Tracking results while following an ROI with
significant head movements. The following subsections provide
general explanations for each ROI Tracking submodules.

1) Initialization: The ROI to track is manually initialized
through a graphical user interface (GUI). For RR monitoring,
an ROI is set as a BB as small as possible and to include the
mouth and nostrils region. The selection is performed by the
clinician on a static thermal image of the subject. Learning of
ROI models is done over a period of Tl, and the process is
stopped manually. The GUI can be also used to pause and to
reinitialize the system at any time.

2) Tracker: TLD uses a recursive tracker and only requires
the ROI target position from the previous frame. The recursive
tracker builds a set of points in the target bounding box of the
current image. For each point, it estimates the optical flow using
the Lucas–Kanade method [16] and computes an error on this
measure. Optical flow is used to evaluate the motion of a point
between two frames. The estimation of optical flow is based
on three assumptions of equal importance: constant brightness,
temporal persistence, and spatial coherence. It can be expressed
for an image I using the expression

I(x, y, t) = I(x+ dx, y + dy, t+ dt). (1)

From the estimated points, the new position of the bounding
box is calculated.

3) Detector: Recursive tracking only works if the ROI is not
occluded. In such cases, the Detector is used to reinitialize the
Tracker. To do so, the Detector conducts an exhaustive search
to find the target BB by using a sliding-window approach.
Thousands of subwindows are evaluated for each input image.
More specifically, TLD uses a cascade detector following four
steps: foreground detection, variance filter, ensemble classifier,
and template matching. A step is evaluated only if a valid
subwindow is provided by the previous step. Furthermore, a
nonmaximal suppression is performed for the overlapping sub-
windows. The Detector module is TLD’s most time-consuming
module.

4) Fusion, Validation, and Learning: This module has three
functions: 1) fusion of Tracker and Detector results because
both are running simultaneously, and thus, a choice between
one or the other has to be made; 2) validate the result provided
by the Tracker that may be used as a model based on the

confidence level also provided by the Tracker; and 3) determine
if the result of the Tracker has to be learned in order to train
the Detector based on current and previous confidences and by
comparing with already learned models. The learned models
are used by two of the four steps of the Detector, namely,
ensemble classifier and template matching. Learning is done us-
ing P/N-learning [11], a semisupervised approach. This method
classifies positive and negative outputs using constraints. A
P-constraint identifies false negative outputs and adds them as
positive training examples. An N-constraint does the opposite.
When a new model is added, training is performed to update the
classification function. The ROI selected on the GUI is used as
the first model in the database.

5) Look at Pose: Camera resolution (W,H), pixel size s,
and its focal length f are used to convert (x, y) into real
distances (xr, yr) using

xr =

(
x− W

2

)
× z × s

f
(2)

yr = −
(
y − H

2

)
× z × s

f
(3)

to control the pan–tilt unit. The z value corresponds to the
distance between the camera and the bike seat, p is the angle of
the position projection on the XZ plane in relation to a vector
directed toward the camera, and t is the elevation angle derived
from the y-coordinate.

B. RR Monitoring

This module uses images from the Image Acquisition module
and the BB from the ROI Tracking module. Fig. 4 presents the
algorithm implemented for this module. The algorithm starts
by cropping the ROI from the entire image in order to process
only relevant regions for RR monitoring (line 2). Then, a Sobel
operator [10] with a 3 × 3 kernel and a first horizontal and
first vertical derivative order is performed (line 3). Image I is
multiplied by the matrix given by (4) and (5). The result of the
Sobel operator is given by (6). Thus

Gx =

⎡
⎣−1 0 +1
−2 0 +2
−1 0 +1

⎤
⎦× I (4)

Gy =

⎡
⎣−1 −2 −1

0 0 0
+1 +2 +1

⎤
⎦× I (5)

G =
√

G2
x +G2

y. (6)
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Fig. 4. RR Monitoring algorithm pseudocode.

As shown in Fig. 5, the Sobel operator is used to extract
the contours in the ROI. The Sobel operator gives a gradient
approximation, which is relatively inexpensive in terms of com-
putations, to comply with the real-time processing requirement.
All the pixels in the ROI gradient with a value superior or equal
to the threshold St are considered, and all the others are set
to zero (line 4). The mean value of the ROI is then calculated
using the ROI gradient (line 5). Thus, instead of using thresh-
olding [13], histogram cost evaluation [13], or robust harmonic
analysis [33], our algorithm evaluates a gradient to provide
robustness to head motion or motion caused by the pan–tilt unit,
as well as to facial features such as glasses. For instance, when
a part of the background appears in the ROI, its influence on
grayscale variations is less significant because only the edges
in the ROI are considered. Moreover, our approach also assigns
more weight to pixel values at the center of the ROI, using

w(x, y) =

√
r2 − (x− x0)2 − (y − y0)2

r
(7)

to compute the weighting factor w, where r is the maximum
between the ROI width and height, and (x0, y0) designates the
center of the image.

The ROI mean values are stored in a circular buffer over
a time period of TRR, acquired at Fs (line 10). When the
circular buffer is full, RR can be estimated (line 11). If there
are no BB received from the ROI Tracking module during a
period greater than Ti, the circular buffer is cleared (line 20);
otherwise, a linear interpolation is performed between the last
memorized value in the circular buffer and the current value
(lines 6, 7, 8, and 9). A linear interpolation makes it possible to
compute the signal frequency without biasing the result because

Fig. 5. Temperature variations in the mouth–nose region during (left) inspira-
tion and (right) expiration phases. (a) and (b) Original ROI. (c) and (d) Results
of gradient operations. (e) and (f) Results of mask operation.

interpolated values are considered to be at a very low frequency.
Fig. 6 illustrates a typical graph of ROI mean values over time
with two linear interpolations: one between 15 and 17 s and
one between 36 and 42 s. TRR used to compute RR can be
dynamically adjusted by setting the size of the circular buffer.
In order to reduce spectral leakage, windowing is performed
on the ROI mean values (line 12). The Hann window approach
is chosen because it is suitable for narrow-band applications
such as RR signals [6]. A fast Fourier transform (FFT) is then
applied to compute RR using the windowed values (line 13).
The FFT gives a spectral discretization with a low resolution, as
RR generally varies between 12 and 30 BPM (0.2 and 0.5 Hz)
[15] when practicing physical activities. For example, with the
sampling frequency Fs set to 10 Hz and TRR set to 30 s, the
resolution is 2 BPM (0.033 Hz) between each frequency inter-
val of the FFT. To improve resolution, a quadratic interpolation
[14] is done (line 14) between the maximum magnitude and its
neighbors of the frequency spectrum resulting from the FFT.
The maximum of the quadratic equation (parabola) provides an
error below 1.0% on signal frequency estimation.
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Fig. 6. ROI mean values in grayscale (from 0 to 255) caused by breathing
with two linear interpolations.

Fig. 7. Pan–tilt unit with an INO IRXCAM-640 thermal camera, installed on
a tripod.

IV. IMPLEMENTATION AND EXPERIMENTAL SETTINGS

The thermal camera used in our experimental setup is the
IRXCAM-640 camera core [5] from the National Optics In-
stitute (INO), shown on the right side in Fig. 7. IRXCAM-
640 is a flexible 640 × 480 pixels infrared camera designed
for fast prototyping and costs approximately 25 k$ CAD. It
consists of an uncooled microbolometer detector for the long-
wavelength infrared (LWIR) mounted on generic electronics for
data acquisition, transfer, and processing. A lens for the LWIR
is also needed, and the focal length must be adjusted to the
target distance. IRXCAM-640 provides a 16-bit raw signal on
the following output ports: NTSC, PAL, and Gigabit Ethernet
Vision Protocol (GigE Vision) [27]. GigE Vision protocol is
a common standard for communications with cameras and
is composed of three main components: GigE Vision Con-
trol Protocol, GigE Vision Stream Protocol, and GigE Device
Discovery Mechanism. Our experimental setup uses the GigE
Vision to configure the camera’s parameters and to acquire
thermal images at 60 Hz. The Software Development Kit (SDK)
provided by INO runs on Windows operating system. The SDK
provides the conversion of the 16-bit single channel raw images
to 8-bit single-channel images with gain and/or offset. The gain,

Fig. 8. Experimental settings with the exercise bike, the thermal camera on
the tripod, and the GUI station.

Fig. 9. Backgrounds (left) A and (right) B. The person in Background B
walked from one side to the other.

contrast, and brightness can be adjusted to obtain the desirable
span suitable for measuring the RR. We developed a Linux
version of the SDK to make it compatible with our prototyping
environment.

The thermal camera is mounted on a pan–tilt unit (model
PTU-46-17.5 from Directed Perception, 2 k$ CAD) that com-
municates via RS-232/485 with the host computer and can ex-
ecute on-the-fly position and velocity commands. The pan–tilt
unit and the thermal camera are mounted on a tripod, as shown
in the left in Fig. 7. Fig. 8 shows the complete system and the
experimental setup. The camera is placed at 1.75 m from the
center of the bike seat, at a height of 1.0 m and 25◦ from
the ground. The laboratory temperature was 22 ◦C, and the
illumination conditions were generated using indoor artificial
lights. As shown in Fig. 9, two backgrounds were used, namely,
one with no other heat sources (A) and one with the two halogen
lamps on and a person (B), to add thermal signatures in the im-
ages. The thermal camera was turned on 30 min before the trials
in order to stabilize the camera to the experimental settings.

Implementation of the ROI Tracking module is based on
OpenTLD [20], a C++ implementation of the TLD predator
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TABLE I
PARAMETERS USED FOR THE TRIALS

algorithm. The Robot Operating System (ROS), which was
developed by Willow Garage [24], is used to integrate all
the system components. The ROS environment is well suited
for prototyping and system integration because it provides
many useful tools for debugging, control of parameters, and
visualization. An ROS wrapper for the OpenTLD algorithm
was implemented, and sources are available on GitHub.1 The
computer vision library OpenCV [7] is used for all the image
processing in ROI Tracking and RR Monitoring modules. The
open-source KissFFT library is used by the RR Monitoring
module to compute the FFTs. The rosbag tool from ROS is used
to record data from the system.

Table I presents the parameters used to evaluate the system.
Camera gain (G), camera contrast, and camera brightness are
chosen in order to obtain an image that maximizes the color
variations caused by breathing when the thermal camera is
stabilized. St was empirically set to optimize RR variations
rather than noise in the ROI images. Fs was set to be sufficient
to get enough samples during a breathing cycle. Indeed, the
ROI Tracking module provides BB at a frequency that varies
depending on the size of the ROI to track, cluttering of the scene
to analyze, and computing power available. With common RR
values between 12 and 30 BPM, image acquisition can be
done at Facq = 20 Hz and RR monitoring at Fs = 10 Hz to
minimize computing power, as well as to provide twice the
time for the tracker–detector algorithm to provide a BB. Ti

was empirically set to handle failures of the tracker–detector
algorithm in keeping the ROI in the field of view. TRR was set to
make a compromise between spectral discretization of the FFT
and real-time processing. Tl was set to 20 s to allow the subject
to move its head from left to right and from top to bottom
while opening and closing its mouth. Using these parameters,
the ROI Tracking module is able to detect a subject’s ROI in
almost all positions when seating on the bike, even with head
rotations. The complete system uses about 60% (20% for Image
Acquisition, 35% for the ROI Tracking, and 5% for the RR
Monitoring) of the computing power of a MacBook Pro with
a 2.8-GHz Intel Core i7.

The underlying objectives of the trials are to highlight and
characterize the capabilities and limitations of the designed sys-
tem. Four experimental conditions, with increasing complexity,
are examined.

1) Breathing while standing still on the bike, without talk-
ing, with Background A. Tracking is minimal in this
condition, since the subject’s head remains immobile.

1https://github.com/Ronan0912/ros_opentld

Fig. 10. Comparison between RR monitoring using the thermal images (red)
and the respiration belt (blue) with the subject (top) standing still or (bottom)
pedaling.

2) Breathing while pedaling, without talking, with Back-
ground A. Head motion remained in a 20 cm × 20 cm
area in the plane and did not exceed 15◦ for pitch
and yaw.

3) Breathing while pedaling, without talking, with Back-
ground B, to see if the system is sensitive to other thermal
sources in the background.

4) Breathing while pedaling and talking, with Background
A. This condition is used to examine disturbances that
can be caused by having the mouth move while measur-
ing RR.

For comparison purposes, our experimental setup also in-
cludes a respiration belt made with a flexible stretch sensor and
interfaced to the computer using an analog-to-digital converter.
The respiration belt is used to measure thoracic or abdominal
movements during inspiration–expiration cycles. It needs to be
properly positioned and calibrated to the subject to be accurate.
Respiration belt measures are used as external references to
evaluate the performance of RR monitoring using the thermal
camera, without blocking the view of the mouth and nose re-
gions. Note, however, that respiration belt data are also sensitive
to motion caused while pedaling or talking.

To provide a common comparison basis, the respiration belt
data are processed using the same signal processing algorithm
presented in Fig. 4, replacing the mean values of the ROI gradi-
ent (line 4) with analog voltage readings from the respiration
belt. Fig. 10 illustrates typical RR monitoring and measures
from the thermal camera and the respiration belt, in Condition 1
and Condition 2. The subject tried to follow a breathing cycle of
16 BPM dictated by the computer. The instantaneous absolute
deviation δ (BPM) between RR monitoring from thermal im-
ages (vm) and from the respiration belt (vr) is computed using

δ = |vm − vr|. (8)

The maximum δ is 0.1 BPM in Condition 1 and 0.5 BPM in
Condition 2.

https://github.com/Ronan0912/ros_opentld
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TABLE II
tpi (% OF TIME δ ≤ 1.0 BPM), δi, AND max(δi) FOR CONDITION i

V. RESULTS

The test population consists of 15 able-bodied voluntary
participants (14 male and 1 female), which are categorized by
the following facial characteristics: facial hair, glasses, jewelry,
or none. Results for one participant were removed because the
respiration belt was improperly installed. Each participant was
asked to stand on the bike with its hands on the handlebars,
looking toward the thermal camera, breathing naturally (from
the mouth and/or the nose), 60 s (with TRR used to initialized
the circular buffer, as explained in Section III-B) for each of the
four experimental conditions, conducted consecutively without
reinitializing the tracker–detector algorithm and by emptying
the circular buffer. With Fs = 10 Hz, TRR = 30 s, and trials of
60 s, N = 300 measures are generated for each participant and
in each condition. For each measure, the instantaneous absolute
deviation is calculated using (8). The measure provided by
the system is considered valid when δ is smaller or equal to
1.0 BPM. tpi is the percentage of cycles in which this condition
was verified.

Table II presents comparative results of RR monitoring using
our system and the respiratory belt. Our system was able to
monitor RR in 50 of the 56 trials: failures observed in six case
(denoted by – in Table II) were caused by the tracker–detector
algorithm being unable to find the ROI defined during the
learning phase (done during initialization over a period defined
by Tl). Fig. 11 illustrates typical cases for each of the conditions
tested. Observations for each condition are as follows.

1) Except for participant 14 (tp1 = 20%), the RR from the
thermal images matches the ones from the respiratory
belt. For participant 14 (tp1 = 9%), the ROI was tracked
with difficulty in Condition 1 because the nose and mouth
were partially visible in the ROI, probably due to an
inadequate learning phase and because facial hair may
have influenced gradient results.

2) Motion makes it more difficult to get consistent readings
between the two devices. These differences do not seem
to be caused by facial characteristics, but mainly from
limitations of the gradient operations while the subject is
pedaling on the bike. For participant 6 (tp2 = 37%) and
participant 12 (tp2 = 41%), the contrast and brightness

Fig. 11. RR measures from the thermal images (red) and the respiratory belt
(blue) for each condition, with tp1 = 100%, tp2 = 100%, tp3 = 96%, and
tp4 = 90%, for participant 1.

fixed for the trials were not suitable, as they were warmer
than the others. Keeping the contrast and brightness fixed
for the trials, they appeared whiter in the thermal images,
providing less RR signal and had less facial features us-
able by the Tracker and the Detector to find the ROI. For
participant 14 (tp2 = 38%), as aforementioned, facial
hair influenced gradient results because the RR signal was
attenuated.

3) Changes in the thermal background does not seem to
influence the tracker–detector algorithm. For participant
4, the tracker was unable to detect and track the ROI
in Condition 3 and Condition 4 because the subject’s
temperature changed while pedaling, making it difficult
to match the learned ROI models. For participant 7 (tp3 =
31%), facial hair also influenced gradient results, attenu-
ating the RR signal. For participant 9, the tracker–detector
algorithm confused the participant pedaling with the per-
son in the background because both had similar thermal
images. For participant 10 (tp3 = 48%), the contrast and
brightness fixed were also not suitable.
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TABLE III
tpi (% OF TIME δ ≤ 1.0 BPM) IN RELATION TO DISTANCE

BETWEEN THE CAMERA AND THE BIKE

4) When talking, RR becomes aperiodic as breathing gen-
erally ends at the end of a sentence, and the FFT only
detects periodic signals. This makes RR measurements
difficult in such condition with either of the devices.

Finally, to examine the influence of the distance between the
camera and the subject, Table III presents tp for a subject in
Condition 1 and Condition 2, over four distances between the
camera and the bike. The ROI was trained at each distance, and
the focal length was manually adjusted. The system works well
with distances between 1.5 and 2.5 m. At 1.0 m, the person’s
face is disproportionate relative to the image size, which pre-
vents the tracker–detector algorithm from tracking the ROI.

VI. DISCUSSION

Results suggest that the system shows interesting potentials
and benefits to be effectively used in telerehabilitation sessions,
to provide RR measurements even while the person is moving,
a limitation that other thermal RR monitoring systems have.
Limitations of the system can be minimized by calibrating the
system to the person’s thermal signature, avoiding having peo-
ple move in the background of the image, and disregarding RR
measures when the person is talking. With people’s temperature
evolving over time, particularly during a physical activity, au-
tocalibration of contrast and brightness would be also useful to
maximize performances of the system. This calibration would
be similar to the white balance adjustment of a color camera.
Contrast, brightness, and gain could be dynamically adjusted
between each frame. Most of the thermal cameras integrate this
functionality in their SDK. However, for this project, we had to
develop the Linux version of INO’s SDK, without being able
to include this capability. Another improvement of the system
would be to allow learning of the models during the use of the
system, instead of learning only during a fixed Tl period before
the trial. TLD offers such capability, but we observed that
continuous learning causes the ROI region to increase over time
(mainly after 4–5 min). However, reactivating learning periodi-
cally could be done, allowing the tracker–detector algorithm to
adapt to changes in the thermal signature of the person, which
can change as the person exercises; some cold or warm areas
can appear on the person’s face, changing the learned models.
In addition, during tracking failures, the RR measure can be
marked as unknown to inform that no RR can be computed. Au-
tomatic ROI selection by identifying the mouth–nose regions
could be beneficial to avoid having to manually initialize the
system with Haar feature-based cascade classifiers [31]. The
identification could be done by detecting the face and then the
mouth and the nose. In the trials conducted, because they were
done in controlled conditions, we observed that the pan–tilt unit
revealed to be only useful during the initialization phase of ROI

Tracking. We expect that its use will be more significant during
real in-home telerehabilitation session, as subject movements
could be more unpredictable, or when having patients move on
and off the exercise bike [30].

Cost of thermal cameras can be also considered another
limiting factor of the system. The camera used for this study
is specifically designed for proof-of-concept prototyping and
costs much more than what could be expected for commercial
use. Thermal cameras are currently an expensive technology,
but prices are expected to decrease in the near future. For
instance, FLIR has recently presented at Computer Electronic
Show 2014 an iPhone case including a thermal camera starting
at 350$ USD.2

VII. CONCLUSION

Overall, the results have suggested that our contact-free
pan–tilt thermal camera system is capable of RR monitoring
while a person exercises on a stationary bike and that per-
formance may be influenced as the person talks or if there
are people or heat sources in the background. In relation to
other approaches for RR monitoring using thermal imaging,
the system presented avoids having the person remain still in
front of the camera. The next step in our work is to deploy the
system for real in-home telerehabilitation sessions. The system
is completely operational and provide online RR monitoring.
In addition to the ability to provide valid RR measures, accept-
ability and usability are key factors in evaluating for telehealth
technologies [25]. In future work, our plan is to examine these
factors by using the respiratory belt as a comparative device in
trials with real patients and clinicians.
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